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Eas roarar iy
A look back

[Reproduced by permission of the Rockefeller Foundation Archives. ]

The attached memorandum on translation from one language
to another, and on the possibility of contributing to this process
by the use of modern computing devices of very high speed, capacity,
and logical flexibility, has been written with one hope only - that
it might possibly serve in some small way as a stimulus to someone
else, who would have the techniques, the knowledge, and the
imagination to do something about it.

I have worried a good deal about the probable naivete of

“Solve” natural language processing T
or at least machine translation
as a summer project

1949
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Another look back

Articles

A Proposal for the
Dartmouth Summer
Research Project on

Artificial Intelligence

August 31, 1955

John McCarthy, Marvin L. Minsky,
Nathaniel Rochester,
and Claude E. Shannon

Artificial intelligence as a summer project

“Solve” Al in a summer

1955
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Al MAGAZINE

B The 1956 Dartmouth summer research project on
artificial intelligence was initiated by this August
31, 1955 proposal, authored by John McCarthy,
Marvin Minsky, Nathaniel Rochester, and Claude
Shannon. The original typescript consisted of 17
pages plus a title page. Copies of the typescript are
housed in the archives at Dartmouth College and
Stanford University. The first 5 papers state the
proposal, and the remaining pages give qualifica-
tions and interests of the four who proposed the
study. In the interest of brevity, this article repro-
duces only the proposal itself, along with the short
autobiographical statements of the proposers.

€ propose that a 2 month, 10 man
Wstudy of artificial intelligence be car-

ried out during the summer of 1956
at Dartmouth College in Hanover, New Hamp-
shire. The study is to proceed on the basis of
the conjecture that eévery aspect of learning or
any other feature of intelligence can in princi-
ple be so precisely described that a machine
can be made to simulate it. An attempt will be
made to find how to make machines use lan-

guage, form abstractions and concepts, solve
kinds of problems now reserved for humans,
and improve themselves. We think that a sig-
nificant advance can be made in one or more
of these problems if a carefully selected group
of scientists work on it together for a summer.

The following are some aspects of the artifi-
cial intelligence problem:

1. Automatic Computers

If a machine can do a job, then an automatic
calculator can be programmed to simulate the
machine. The speeds and memory capacities of
present computers may be insufficient to sim-
ulate many of the higher functions of the
human brain, but the major obstacle is not lack
of machine capacity, but our inability to write
programs taking full advantage of what we
have.

2. How Can a Computer be
Programmed to Use a Language

It may be speculated that a large part of human
thought consists of manipulating words
according to rules of reasoning and rules of
conjecture. From this point of view, forming a
generalization consists of admitting a new
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And one more

MASSACHUSETTS INSTITUTE OF TECHNOLOGY
PROJECT MAC

Artificial Intelligence Group July 7, 1966
Vision Memo. No. 100.

“Solve” computer vision - . i
ds a summer project

The suim.r vision project 1s an attempt to use our summer workers
effectively in the construction of a significant part of a visual system.
The 'pu-ticular task was chosen part)‘z because it can be segmented into
1 9 6 6 sub-problems which will allow individuals to work independently and yet
participate in the construction of a system complex enough to be a real

landmark in the development of “pattern recognition’,




Fast forward to today

Al is overhyped vs. Al is accelerating uncontrollably vs....



From individual neurons to multi-agent systems:
a recurring pattern of abstraction




Abstraction as progress

neurons/weights — layers
— architectures
— models-as-functions
— training objectives
— natural language as interface
— tool use
— agents
— multi-agent systems

McCulloch & Pitts 1943; Rosenblatt 1958; Rumelhart et al. 1986; Vaswani et al. 2017



Setting the scene

At what point does an Al capability become something an organization or a
person is willing to rely on?

And what has to happen between now and then?



Starting from search and recommendation:
abstraction in a digital setting



Agentic search & recommendation

Classical information retrieval

and recommender systems

* Single-shot query — ranked list

o Static, session-independent preference
model

 Evaluation ends at the ranking

Agentic information retrieval

and recommender systems

 Multi-step planning and synthesis
* |nteractive, in-session negotiation

 (Can act, not just suggest (book, buy,
subscribe)

10
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Abstract Lyu 2025; Ofori-Boateng et al. 2024; Tian et al. 2025). For
example, the estimated time required to complete an SLR
has increased significantly in the past few decades in the
and up-to-date. Though prior work has focused on automat- mefhca,l domain (Allen and Olkin 1999; B or.ah oL al‘_2017) ’
ing retrieval and screening, the writing phase of systematic which is fut’[he.r compounded by th‘? nece.ssny of using Xz
reviews remains largely under-explored, especially with re- pert labor (Atkinson 2025). In tackling this, the vast major-
gard to readability and factual accuracy. To address this, we ity of research relating to SLR automation focuses on the
present LiRA (Literature Review Agents), a multi-agent col- retrieval and screening of scientific papers (Orel et al. 2023;
laborative workflow which emulates the human literature re- Marshall and Wallace 2019; Chen et al. 2025), as these are
view process. LiRA utilizes specialized agents for content the most time-consuming steps (Chai et al. 2021). However,
outlining, subsection writing, editing, and reviewing, produc- there remains the task of compiling the findings into a com-
Ing cohesive and comprehensive review articles. Evaluated prehensive review paper. Only a small number of works have

P ®
* te S Ste m a t I C rev I eWS LiRA oumepen and & 00 i e A been published (Kasanishi et al. 2023; Qi, Li, and Lyu 2025,
Automatically g e e

The rapid growth of scientific publications has made it in-
creasingly difficult to keep literature reviews comprehensive

ing competitive similarity to human-written reviews. We fur- ability and hallucination mitigation aspects.

ther evaluate LiRA in real-world scenarios using document In this work, we present LiRA (Literature Review

retrieval and assess its robustness to reviewer model variation. Agents), an agentic solution aimed a addressing the mini-

Our findings highlight the potential of agentic LLM work- mal research related to automated literature review writing.

flows, even without domain-specific tuning, to improve the It is a Large Language Model (LLM)-based agentic work-

reliability and usability of automated scientific writing. flow building upon existing relevant works and integrates
some of the most recent SLR-writing guidelines to gener-

Code — ate accurate and high-quality reviews, with an additiona]
a n u a r www.github.com/lira-workﬂow/auto—review-writing emphasis on readability. Moreover, it is entirely out-of-the-
Extended version — https://arxiv.org/abs/2510.05138 box, requiring no task-specific pre-training or fine-tuning,
We also reduce hallucination in the outputs, which is one
. of the main barriers in trustworth automated writing and a
. o ) 1 .IntrOdua_mn ) key factor preventing the widespre};d use of similar Aftiﬁcial
Since their inception, literature reviews have been consis- Intelligence (AI)-powered systems (Alkaissi and McFarlane
tently used to streamline the advancement of various scien- 2023; O’Connor et al. 2024: Xu et al. 2023).
tific fields (Snyder et al. 2016). Of these reviews, one of the To demonstrate LiRA’s capabilities, we propose the below
most important types is the Systematic Literature Review research questions:
(SLR), which reproducibly synthesizes a significant portion g 5. s
of existing research relating to a specific research question RQ1 7o what extent are the ‘?ual"‘_m,ve Systematic Litera-
being addressed (Kitchenham and Charters 2007: Bangdi- fure Reviews made by LiRA similar to human-written
wala 2024). This role has become increasingly more crucial, ones compared to existing literature writing methods
evidenced by how quite a few researchers consider them to when all are given the same set of r eferences?
be original research or potentially even a mandatory step in RQ2 How well written are the generated articles compared
the scientific process itself (Kraus, Mahto, and Walsh 2023; to existing literature writing methods when all are
Palmatier, Houston, and Hulland 2018). given the same set of references?
Due to the large amount of new findings and research be- RQ3 How well can LiRA properly use citations from the
ing disseminated through publications, it has become very provided sources to generate qualitative Systematic
difficult to release SLRs in a timely fashion (Qi, Li, and Literature Reviews compared to other methods ?

Copyright © 2026, Association for the Advancement of Artificial RQ4 How well can LiRA be used in real-world settings
Intelligence (Www.aaai.org). All rights reserved. when using references returned by a scientific docu-




One more example

Have agents reproduce a paper,using
online code repositories

November 2026
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Abstract

Recent advances in agentic large language models (LLMs) have
enabled increasingly autonomous software engineering workflows,
yet automatic machine learning (ML) paper-to-code reproduction
remains a challenging long-horizon problem. Unlike conventional
code generation, this task requires constructing and maintaining a
fully functional repository whose state continuously evolves during
execution. Existing systems typically rely on static upfront planning
followed by sequential file-level generation, which often leads to
inconsistencies as dependencies, interfaces, and execution feedback
change over time. We propose DeepRepro, a state-aware framework
for paper-to-code reproduction based on execution-state-aware sub-
planning. DeepRepro dynamically transforms evolving repository
states and runtime feedback into fine-grained implementation sub-
plans, keeping planning aligned with execution throughout reposi-
tory construction. The framework further incorporates repository-
aware orchestration and a lightweight process-aware interface for
transparent monitoring of long-horizon reproduction, Experiments
on PaperBench Code-Dev show that DeepRepro consistently outper-
forms strong scientific and commercial code-agent baselines. Code
and demo are available at https://github.com/ruyisy/DeepRepro
and https://youtu.be/ZvmtVX7Rleo.

CCS Concepts
+ Computing methodologies — Planning and scheduling.
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Multi-agent systems, Research reproduction, Code agents
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1 Introduction

Recentadvances in agentic large language models (LLMs) are rapidly
transforming code assistants from passive completion tools into
autonomous software engineering agents capable of building full
repositories from high-level instructions [6,7.17;23].A particularly
challenging instantiation of this trend is scientific paper-to-code re-
production, where an agent must reconstruct a complete, executable
codebase from a research paper description [13, 18]. Unlike tradi-
tional code generation, this task requires not only understanding
algorithms, but also assembling interdependent modules, resolv-
ing implicit implementation details, and producing reproducible
experimental pipelines.

Recent benchmarks such as PaperBench provide a structured
evaluation setting with fine-grained rubrics for measuring repro-
duction quality [19]. Despite progress in agentic coding systems,
even strong iterative agents still fall far behind human experts. Re-
cent specialized frameworks improve over general-purpose coding
agents, yet their performance remains limited in long-horizon re-
production settings [18, 25]. A key limitation is that most existing
systems rely heavily on an initial global plan, and then proceed
with incremental repository construction.

However, in paper-to-code reproduction, the repository is a dy-
namic and evolving artifact. As code is generated, new interfaces
emerge, dependencies become concrete, and earlier assumptions
may become invalid. As a result, a static plan quickly becomes
misaligned with the actual implementation state, leading to cascad-
ing inconsistencies and repeated repair cycles. In addition, since
reproduction is long-running and resource-intensive, users also
lack a clear view into intermediate progress, partial failures, and
system-level diagnostics. This reveals a fundamental challenge:
effective paper-to-code reproduction requires continual alignment be-
tween planning and an evolving codebase state, rather than q one-shot
decomposition followed by static execution.

To this end, we propose DeepRepro, a state-aware framework
for paper-to-code reproduction based on iterative subplanning over
evolving repositories. The key idea is to treat repository construc-
tion as an iterative process where planning is continuously condi-
tioned on the current implementation state. As shown in Figure 1,




Some of today’s research challenges in search & recommendation agents

1. Planning & long-horizon reasoning
Compounding errors across steps

2. Memory & state management
What to keep, for how long

3. Tool-use reliability
A malformed call propagating downstream

4. Evaluation
Trajectory-dependent success resists static benchmarks

5. Safety & interruptibility
The digital red button

6. Multi-agent coordination
Collusion, deadlock, propagated hallucination

7. Cost & latency
Agent loops multiply model calls

Yao et al. (2022); Shinn et al. (2023); Wu et al.(2023); Motwani et al. (2024) 13



The evaluation gap

1. Query decomposition
As an explicit exploration—exploitation trade-off

2. Clarifying questions
AS a scoreable action

3. Answer-reconstruction search density
Measuring compressed search effort

4. Can we trust the referee?
Re-rankers as relevance judges

Siro et al. (2026); Petcu et al. (2026); Meng et al. (2026)

14



The grounding gap

1. Joint knowledge selection + generation
Direct retrieval-augmented optimization

2. Calibrated uncertainty
Probabillistic reasoning

3. Continual pre-training against staleness
CorpusBrain++

4. Correcting how evidence is weighted
Self-adaptive cognitive debiasing

Shi et al. (2026); Hoveyda et al. (2026); Guo et al. (2026)

15



Abstraction, extended to embodiment,
where the stakes change
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CuspAlI's Max Welling: ‘We
are building molecules to
remove forever chemicals
from water’

The co-founder of the UK-based science start-up explains how Al can
help create new materials to address some of the world’s most complex
challenges

© Leoniz YWoods

John Thornhill

Published JuL 30 2026 [y T =

Stay informed with free updates

Simply sign up to the Artificial intelligence myFT Digest -- delivered directly to your inbox.

Max Welling is a computer science professor at the University of Amsterdam
and the co-founder of CuspAI, a UK-based start-up aiming to revolutionise the
discovery of new materials. The company’s pitch is that it will use AI to achieve
breakthroughs in “months, not millennia”.

He has flitted between the worlds of research and commerce for three decades.
His academic life includes posts at University College London, University of
Toronto, University of California, Irvine and California Institute of Technology,
while his business career ranges from a stint as a start-up founder as well as
roles at Qualcomm and Microsoft.

Welling co-founded CuspAI with Chad Edwards, a former executive at
Quantinuum, in 2024, to create a “search engine” for materials science. The
company has assembled a heavyweight board of advisers, including the Al
researchers Geoff Hinton and Yann LeCun, Lord John Browne, the former
chief executive of BP, and Martin van den Brink, the former president of

Financial Times, July 30, 2026 ASML.




The stack in the physical world

1. Multimodal backbones
Output robot, machine and physical actions instead of text

2. Language interface
Becomes the human-robot interface

3. Tool use
Becomes embodied tool use

4. Agentloop

Becomes an embodied control loop

5. Multi-agent

Becomes robot fleets / swarms

Google DeepMind (2023); Ahn et al. (2022); Levine et al. (2016); Wang et al. (2023) 18



Physical embodiment raises the stakes

1. Irreversibility replaces resampling
A dropped payload isn't a regenerated token

2. Perception becomes noisy and adversarial
Sensor readings cover only part of the scene and their calibration degrades over time

(drift), so the same object can appear different to the sensor today than it did yesterday

3. Actions can cause harm independent of intent
A wrong torque command can injure a person or damage equipment on execution

Ames et al.; 1ISO 10218 (industrial robot safety); ISO/TS 15066 (cobot force limiting)

19



The pattern across domains

Domain

Generative layer

Verification mechanism

Manufacturing

Learned manipulation policies

Force limiting (ISO/TS 15066)

Engineering

Generative design

Finite element analysis

Materials science

Candidate generation

Self-driving labs

Drug design

Generative molecule models

Multi-phase clinical trials

Healthcare

Diagnostic classifiers

Regulatory clearance + clinician oversight

Climate science

Learned weather emulators

Calibration in the tails

Water infrastructure

RL-based network control

Fail-safe defaults

20



The two sentence message

In every domain, outputs from generative models are checked by
a separate process before they take effect: simulation, clinical
trials, physical interlocks, or regulatory review

Which check is used depends on how well the underlying system
IS understood and how accurately it can be simulated

21



Does better evaluation change anything at scale?



Does this matter at scale?

Three different speeds

 Methods: lab capability

* Applications: what’s built on top

 Adoption: what’s actually trusted and
deployed

Autonomy: to which degree can you do all
three on your own terms?




The adoption bottleneck put differently

Adoption is the grounding problem, but now scaled to a society

A capability in a lab is worthless until an institution builds the trust to use it

24



Evidence from agent-reliability research

1. State-of-the-art agents chase accuracy, ignore cost
Needlessly complex, expensive agents

Model-level vs. application-level needs conflated
Different audiences, same benchmark

3. A single success metric hides operational flaws
Consistency, sensitivity, degradation

Kapoor et al. (2024-26); Rabanser et al. (2026); Kapoor et al. (2026)

25



Connecting the dots

Research + applications + evaluation performed in context determine
whether an Al solution gets adopted

Develop Al knowledge, push Al innovation, build Al talent and decide on
adoption on (y)our own terms

This is the challenge that ICAl, the Innovation Center for Al, helps address

26



Distributed and collaborative Al power
In the Netherlands



ICAI: Innovation Center for Al

The challenge

Al will reshape every sector of society. The
critical question is who controls it. ICAlI was
founded in 2018 on the belief that in an open
society, technological power must be
distributed, not concentrated in the hands of

a few.

The model

Multi-stakeholder Al labs connecting
universities, companies, government, and
society. Each lab runs five years, with at
least five PhD students, embedded on-site
at partner organizations, creating a
continuous flow of knowledge and talent
between academia and practice.

28



Eight domains 15 Locations, nationwide

( ) CStrong institutions)

670 161

Al talents Partners




Building “soft infrastructure” for use-inspired research

Beyond the individual labs

Sharing lessons & Best practices

ICAl systematically captures and disseminates what works, across labs, universities, and sectors. Through events, publications,
direct exchange, we help the broader Dutch Al community learn faster and avoid duplication of effort.

Large-scale collaborative grants
ICAl helps set up or run large-scale programs, such as ROBUST, a €87.5M NWO co-funded long-term program, running 2022 -

2027 with 17 labs. Phase 2 (2027-2032) is in preparation with 15 newly selected labs.

|ICAl helps shape national Al policy through consultation with Eerste Kamer, Tweede Kamer, Economic Affairs and Climate. |CAl
also engages with underrepresented regions to distribute Al opportunities as widely as possible.

30



Building “soft infrastructure” for use-inspired research

International advisory roles
ICAl's Dutch Al model is in demand internationally. We advise organizations worldwide on building multi-stakeholder Al ecosystems

modelled on the Dutch approach. ¥ - I8 - = - &= .- & . — . & .

Target by late 2027

Frontier directions

Al for manufacturing

Responsible Al for a Precision medicine, care
& engineering

resilient democracy pathways, reduce admin

Our unique position
|ICAl occupies TRL 1-7, between blue-sky research and deployment,a middle ground that no one else fills. We complement high-
risk, long-term investments and short-term market implementation initiatives.

31



The ROBUST program

10 year long-term program run out of |CAI

Trustworthy Al-based systems for sustainable growth

ROBUST in numbers
87.3M Euro

Total budget
(25M from NWO)

54 partners

21 knowledge institutes;
23 industry; 10 societal

17

Public-private labs

Health

~
\_/

C Services )
( Industry & infra )

C Strong institutions )

150

PhD students over a 10
year period

Dimensions of
trustworthiness

accuracy

explainability

reliability

repeatability

resilience

GOOD HEALTH
AND WELL-BEING

o

GENDER CLEAN WATER
EQUALITY AND SANITATION

v

DECENT WORK AND
ECONOMIC GROWTH

11

Sustainable development

INDUSTRY, INNOVATION 1 REDUCED
AND INFRASTRUGTURE INEQUALITIES

A
(=)

v

S
O

16 PEACE, JUSTICE
AND STRONG

INSTITUTIONS
o
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Let's wrap up



One more historical example

Perceptron: A machine for
binary classification

Core idea |

» One weight per input - S Activation function

* Multiply weights with input . ~OutPut
and add bias term I 1 50

2 i

-1 otherwise

e |f result exceeds threshold,
return 1, else -1

McCulloh & Pitts, 1943; Rosenblatt 1958; Rumelhart et al. 1986; Vaswani et al. 2017 34



It was noticed, fast

NEW NAVY DRVICE
LEARNS BY DOING

Psychologist Shows Embryo
of Computer Designed to
Read and Grow Wiser

WASHINGTON, July 7 (UPI)
—The Navy revealed the em-
bryo of an electronic computer

today that it expects will be
able to walk, talk, see, write,
reproduce itself and be con-
scious of its existence,

Bureau's $2,000,000 “704" com-
puter—learned to differentiate
between right and left after
fifty aftempts in the Navy's
demonstration for newsmen.,

The service said it would use
this principle to build the first
of its Perceptron thinking ma-
chines that will be able to read
and write, It is expected to be
fimshed in about a year at a

New York Times, July 8, 1958

signer ot the Pereeptron, con-

ducted the demonstration. He
said ‘the machine would be the
first device to think as the hu-
man brain., As do human be-
ings, Perceptron will make mis-
ta at first, but will grow
wiser as it gains experience, he
said,

Dr. Rosenblatt, a research
psychologist at the Cornell
Aeronautical Laboratory, Buf-
falo, said Perceptrons might be
fired to the planets as mechani-
cal space explorers.

Without Humap Controls

The Navy said the perceptron
would be the - first non-living
mechanism “capable of receiv-
ing, recognizing and ldentitying
its surroundings without -
human tra.ininF or control.”

The “brain” is designed to
remember images and informa-
tion it has perceived jtself. Ordi-
nary computers remember only
what ig fed into them on punch
cards or magnetic tape.

Later Perceptrons will be able
to recognize people and call out
their names and instantly trans-
late speech in one language to
speech or writing in another

language, it was predicted,

Mr, Rosenblatt said in prn-
ciple it would be possible to
build brains that could repro-
duce themselves on an assembly
line and which would be con-
scious of their existence,

In today's demonstration, the
“704" was fed two cards, one
with squares marked on the left
side and the other with squares
on the right side.

Learng by Doing

In the first fifty trials, the
machine made no distinction be-
tween them. It then started
registering a Q" for the left

' |lsquares and “O" for the right

squares.

Dr. Rosenblatt said he could
explain why the machine
learned only in highly technical
terms. But he said the computer
had undergone a "“self-induced
change in the wiring diagram."

The first Perceptron will
have about 1,000 electronic
“association cells" recelvlng
electrical impulses from an
like scanning device with

hoto-cells. e human brain

as 10,000,000,000 r nsive
cells, including 100,000, con-
nections with the eyes,

35
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